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Abstract
As we have transitioned into the 21st century, the importance of establishing benchmarks and
regulations governing present-day industrial sectors has been well established. The Architectural,
Environmental & Civil Engineering (AEC) domain involves comprehensive interaction with the
natural and built environment. With constant technological advancements in sustainable engineering
(materials and methods), the need for an effective and accurate compliance checking framework is
now more than ever. This project investigated a range of computational modelling approaches,
whereby the procedure of compliance checking could be automated. This would not only minimise
the chances of human error, but would also augment the efficiency and ease with which the entire
process is managed.
SPARQL Inferencing Notation (SPIN) and The Semantic Web Rule Language (SWRL) were
employed to establish the concepts of simple and complex building regulations in an ontological
format. The iterative nature of ontology engineering ultimately led to the determination of the most
apt modelling strategy. The ‘Requirements’, ‘Applications’ ‘Selections’ & ‘Exceptions’ (RASE)
protocol in the creation of individuals and subclasses for the ontology was deemed as the most
befitting technique to initiate the modelling process. The process consists of extracting textual
information from regulation documents, and reproducing the ‘individuals’ the regulation is
concerned with, and the relationships between these individuals. This allows the user to define the
concept of the regulation. Accordingly, rules and constraints were attached to the relevant RASE
subclasses, which were then tested to check that the ontology encapsulated every conceivable
scenario in which a regulation could be satisfied, and that it accurately represented the regulation
document being modelled. This regulation ontology could then be used in conjunction with a
building information model (BIM) developed by the structural engineer, ideally containing all the
information regarding the project, to check whether the project complies with the regulatory
framework.
Previous work in compliance checking has focused on the use of SWRL, which advanced this
research area with the use of SPIN, the benefits and limitations of which are explored with examples.
The degree of expressivity of SPIN was found to be remarkably higher than that of SWRL. In
addition to the aforementioned, SPIN’s ability to assimilate mathematical calculations and userdefined functions suggests that it is the most suitable language for automated compliance checking.
Consequently, simple and complex regulation ontologies underwent trial testing and subsequent
revision.
The preliminary work, nominated ontology design approach, limitations of the proposed scheme and
suggestions for future work have all been provided as part of this project report.
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1. Introduction
The process of compliance checking in the Architectural, Environmental & Civil (AEC) domain is
an integral part of the industry which is not only comprehensive, but also one that is time-consuming.
Upon close examination, researchers have found that much of this process could be automated
(Beach et al. 2015). The automation of compliance checking requires detailed knowledge regarding
the nature of the regulation documents, their scope and the capabilities of contemporary computing
tools.

1.1. Project Aims
•

Engineer an ontological methodology to model simple and complex building
regulations.

•

Study the benefits and disbenefits of ontology modelling languages (SPIN/SWRL) with
specific examples.

•

Explore the possibility of generating regulation documents from the ontology.

•

Identify areas that require further work to further develop the proposed methodology.

2. Ontology Engineering
2.1. The Process
It was decided to opt for an ontological modelling approach towards automated compliance
checking. This is simply because regulation documents are conceptual in nature, therefore their reembodiment in an ontology which builds a conceptual model of the regulation can be regarded as a
suitable choice. This conceptual model was envisaged to cover the entirety of the elements that are
addressed in a regulation. For example, a regulation document concerned with the sustainability of
a construction scheme might have a section devoted to the release of pollutants into the geoenvironment as the direct result of a project. This section may contain elements such as the type of
pollutant, its source (refrigerants, air-conditioning units etc.), environmental standards applicable to
the situation at hand - and so on and so forth. We require a structure to represent this information,
and that is the reason the RASE sub-classes (Fig. 2) have been used. Any regulation can be simplified
and broken down to its ‘atoms’. These ‘atoms’ can then be represented in a RASE framework. The
following section demonstrates the use of RASE with the help of an example.
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Simple Regulations

In order to begin modelling regulations in an ontological format, it was essential to start with those
with a relatively simple structure. For this purpose, an extract from a Korean regulation document
was chosen (Fig. 1).

Figure 1- Korean Building Act 34-1: one of the regulations chosen to model (Lee, 2015).

The regulation from Fig. 1 was then broken down into its requirements, applications, selections and
exceptions i.e. recreated in RASE format (Fig. 2):

Figure 2- The Korean Building Act 34-1 (Fig. 1) in RASE format. Note the legend on the left. Figure reproduced
from Beach & AEC 3 (et al. 2015).
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At this stage, a variety of ontological approaches were undertaken (various combinations of class
hierarchy, individuals and rules etc.) However, the following model (Fig. 3) was found to be most
fitting. Two different types of semantic web languages were also used to engineer the ontologies and
the degree of their expressivity and limitations were subsequently identified. The two languages used
were ‘The Semantic Web Rule Language (SWRL)’ and ‘SPARQL Inferencing Notation (SPIN)’. It
is advised to refer to Section 2.2 for a detailed contrast between the two languages.

Inferencing based on a SPIN rule:
If the rule is satisfied, an identity
individual is transferred to a subclass
within the regulation to award a pass.
This is followed by the whole
regulation being awarded a pass.
Note: The organization/execution of
rules very much depends on the
nature of the regulation.

Figure 3- The final ontological structure for the regulation. Note: Some of the SPIN rules are shown.

In order to form a structure compatible with RASE (Fig. 2), the main regulation subclass was divided
into R-A-S-E subclasses (refer to Fig. 4). These subclasses contained individuals that have been
highlighted in Fig. 2. These individuals were then assigned properties to fully define the concept of
the regulation and allow testing of the prototype (Fig. 3).
The next step was to fully implement the regulation i.e. define SPIN rules that would carry out the
classification based on the predefined concept. It was decided that the best methodology would be
to have a series of rules assigned at the RASE level which would determine whether the regulation
check has been passed at that level. This would be followed by a comparatively simple rule assigned
to the parent class (Fig. 3). This approach is highlighted in the following schematic diagram (Fig. 4).
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Parent subclass
The governing rule
Rules assigned to
RASE subclasses.

Requirement

Application

Selection

Exception

Figure 4- A schematic diagram of the undertaken ontology development approach.

For the regulation concerning the Korean Building Act 34-1, the rules were based on all the possible
modes in which a pass could be awarded. This system was essentially designed by having an identity
individual assigned to every rule, if the conditions in the ontology warranted a pass, one of these
identity individuals would be transferred to the ‘p1:KBR34-1Pass’ subclass. This allows
identification of the circumstances under which the system inferred that the structure of the ontology
represents the concept of the regulation.
Subsequently, if there is an identity individual that the system infers to have earned the right to
belong to the ‘p1:KBR34-1Pass’ subclass - given the nature of this particular regulation - the Korean
Building Act 34-1 is then considered satisfied. The system is then instructed to infer that the parent
subclass i.e. ‘p1:Korean_Building_Reg_34-1’ now belongs to the ‘p1:WholeRegulationPass’
subclass (Fig. 5). The entire structure of the rules and the properties involved require a well-defined
execution order as rules are generally executed at random in SPIN.

(a)

(b)

Figure 5- (a) Shows a rule written in SPIN. (b) Shows the exact same rule written in SWRL. Note how the higher
expressivity of SPIN makes it easier to encapsulate all the possible outcomes.
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It should be noted that the ontology had been tested under a variety of conditions, and the final
version has been the product of the iterative nature of ontology engineering. SWRL (Fig. 5b) proved
to be limited in how the rules could be written. This is because of SWRL’s ‘open world’ assumption.
The best way to explain the ‘open world’ assumption would be that just because the user has not
stated something as false, does not make it true, and vice versa. As such, SWRL’s inferencing
capabilities are limited. For complex regulations in SWRL, it would be extremely difficult to define
the concept of the regulation – especially when there are mathematical calculations involved and/or
there is a need to state an execution order.

2.1.2.

Complex Regulations

An earlier method to model complex regulations was not entirely based on following the RASE
protocol. Instead, a format similar to ‘ifcOWL’ was adopted where the whole regulation was
constructed based on the conceptual model of the project, rather than the regulation itself. The parent
subclass was then attached with several SPIN rules that covered all the possible ways in which the
individual of interest could be checked against the regulation to see if it should pass or fail.
The procedure of building the conceptual model of the regulation in the form of SPIN rules was
particularly challenging, as the outcome depends on several conditions and individuals with different
properties. The regulation that was built in this fashion was the BREEAM Pollution Pol01_1 (BRE
Global et al. 2011). This regulation adopts a points-based system, whereby the satisfaction of certain
criteria under a given set of conditions would receive, for e.g., 3 credits or 2 credits and so on and so
forth.

Figure 6- BREEAM Pol01 regulation ontology. Note the numerous properties and individuals required.
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An interesting aspect of the Pol01 regulation (Fig. 6) is that it requires the calculation of certain
variables, such as the ‘Direct Effect Life Cycle 𝐶𝑂# ’ for a refrigerant. This calculation in turn
depends on a few other variables which need to be computed beforehand. This was done by
controlling the execution order of the rules involved in these calculations. Although the rules seem
to be in working order, their detailed testing has not yet been carried out. This is purely due to the
large number of potential outcomes and possibilities that need to be considered; given the timescale
of the associated CUROP project (2 months), this was not entirely possible.
Due to the suitability of the RASE-based approach highlighted in Fig. 4, it is highly recommended
to apply this technique to complex regulations such as the BREEAM Pol01. However, before this
can be carried out, it is essential to think about what the SPIN rules are constraining. For e.g., the
regulation might require the presence of a certain individual that is linked with another individual
via a property, but the regulation may not necessarily apply to either of these individuals. In such
cases, it may be beneficial to have an identity-instance that is placed in the ‘CONSTRUCT’ clause.
It will be this identity-individual that, if the regulation is satisfied, will be inferred to have earned its
place in the ‘Satisfied’ or ‘Pass’ subclass.
However, properties requiring xsd:string values will need to be thought about. We can specify to the
inferencing engine a select few xsd:string values that it should look for. Nonetheless, it is desirable
to have the inferencing engine pair likely xsd:string values together in order to augment the
expressivity of the compliance checking system. This may be accomplished with the help of a
terminology mapping tool that supplies data into the ontology. A more crude way to do this would
be to manually equate a large amount of interchangeable xsd:string values in the ‘Properties’ section.

Figure 7- A small section of the BREEAM Pol01 regulation in RASE format.

Nevertheless, the SPIN rules concerning such xsd:string values could pinpoint exactly where the
inferencing engine should be searching, so as to minimize confusion.
Let us use this extract from Fig. 7 to demonstrate the use of a RASE-based ontological modelling
approach for complex regulations. It is apparent that the first box contains ‘Requirement’ and
‘Selection’ statements. These can be broken down further into individuals (belonging to R & S
6
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subclasses) and properties. For e.g., ‘System’ could be an instance of the ‘Selection’ subclass, this
instance could hold a property ‘containedIn’ which connects it to another individual
‘ModeratelyAirTightEnclosure’; belonging to the same subclass. We could adapt the same approach
for the ‘Requirement’ portion of the sentence.
Upon connecting the so-called dots, we can start to think about how the SPIN rules will be written.
We may wish to include a ‘FILTER’ clause, as the ‘System’ is allowed to either be ‘containedIn’ a
‘ModeratelyAirTightEnclosure’ or ‘MechanicallyVentilatedPlantRoom’. Subsequently, in the
‘WHERE’ section of the SPIN rule, it could be specified that the inferencing engine must also look
for the individual ‘AutomatedPermanentRefrigerantLeakDetectionSystem’ that ‘isInstalled’
‘CoveringHigh-RiskPartsOfPlant’. In a similar fashion, the necessary conditions required to award
the specified amount of credits can be encapsulated in the SPIN rule which would then determine
whether the identity-individual’s ‘hasCredits’ property should be awarded any credits or not.
Furthermore, in a kindred manner from box no. 3, the individual ‘𝐶𝑂# ’ could be linked back to
‘System’ with the ‘usedAsRefrigerant’ property, and thus incorporated into the SPIN rule.

2.2. SPIN & SWRL Contrast
2.2.1 SPIN
•

Better expressivity and performance (many databases actually have native SPARQL support,
and as BIM information is stored in databases, this feature could potentially be useful).

•

SPIN uses SPARQL in an object-orientated way, i.e. it allows the user to attached rules and
constraints to class definitions.

•

It is a rule-based language, therefore ‘IF’ and ‘ELSE’ rules can be written.

•

Allows the user to define constraints to validate conditions in the model.

•

One of the main features of SPIN is that the user can define their own functions. If the queries
are reusable, then these can be encapsulated into templates and the user can simply input the
arguments instead of rewriting the same queries.

•

Provides the user with the possibility of using any SPARQL feature of choice (filters,
mathematical calculations). It is also possible to make ‘calls’ to the Semantic Web and
conduct a remote query (this might be useful as some of Dr Beach’s earlier ideas involved,
for e.g., making a ‘call’ out to the manufacturer in order to gain access to product-related
information that the customer may require).
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•

It can be used to calculate the value of a property based on other properties (beneficial for
complex regulations where scores are assigned or mathematical calculations are involved).

•

When a cardinality restriction is not satisfied, it alerts the user with a “Constraint Violation”
message; not a feature of OWL/SWRL.

2.2.2 SWRL
•

When working with SWRL rules, the human syntax is not well standardized.

•

It is limited in how classes/individuals can be defined and assigned properties. There is no
way in which an execution order between SWRL rules can be specified. Moreover, it is not
possible to express mathematical calculations.

•

Provides a standardized set of rules to work with, therefore the extent to which compliance
checking can be carried out is restricted. This is one of the major disadvantages of SWRL.
Due to the extremely variable nature of regulation documents, it would be beneficial to allow
the user to define their own functions and rules.

2.2.3 Example Rules
Fig. 8 below shows a SWRL rule which infers the fact that as the son ‘S’ has a father ‘F’ and
grandfather ‘G’, then ‘G’ must be the father of ‘F’. Similarly, Fig. 9 below shows a SPIN rule which
infers the ‘grandFather’ property based on the relationships of the child with the parents (it also then
constrains the grandparent via the ‘male-gender’ property).

Figure 9- A rule written in SPIN. Figure reproduced
from Knublauch et al. 2009.

Figure 8- A rule written in SWRL. Figure reproduced from
Slama et al. 2015.

In SPIN (Fig. 9) properties can be constructed by providing the inferencing engine with the relevant
data (to look for certain classes/instances, properties/values, constraints and the instructions
regarding the new meta-data). It is pointed out that SPIN can also incorporate other SPARQL
features, such as ‘ASK’ (constraint checks), ‘DESCRIBE’ (link to variables), ‘DELETE/INSERT’
(update operations) etc. The difference between SPIN and standard SPARQL syntax is the use of the
variable ‘?this’. All the instances of the class to which the SPIN rule/constraint is being assigned,
are bound to the aforementioned variable. Therefore, the SPIN rule in Fig. 9 above asks the
8
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inferencing engine to construct the male ‘grandFather’ property by instructing it to look for all the
instances of the ‘kennedys’ subclass which have a ‘parent’ property. Subsequently, the engine is
asked to filter out the grandparents, and then only the grandparents associated with the ‘male-gender’
property are filtered. That is the definition a grandfather.
Fig. 8 shows a rather straightforward rule in SWRL which implies the ‘isGrandFather’ property
based on the ‘isFather’ property, i.e. the father of the father of the son must be the grandfather. This
technique of defining constraints and/or writing semantic web rules is limited, for e.g. it is quite
tedious and time-consuming to define a scenario where a property may be used to link individual
‘A’ with either ‘B’ or ‘C’ – or even ‘D’. In order to define such a case in SWRL, the user is required
to manually write all the possible outcomes. This results in a rule structure that might resemble a
probability tree diagram where, if the user wants their ontology to function as intended, they must
capture all the possible outcomes.
However, SPIN on the other hand offers an efficient, highly expressive and flexible alternative. For
instance, one might make use of the ‘FILTER’ clause which allows the user to specify the outcome
by either including or excluding the governing variables. Similarly, this may also be carried out by
using the ‘OPTIONAL’ article where if a certain condition is present, the inferencing engine will
incorporate that into the model. For similar queries where only a small amount of variables is
changing, for e.g., the gender is essentially one of the few differences when instructing the
inferencing engine on how to classify the ‘isGrandFather’ and ‘is GrandMother’ properties, SPIN
allows the user to capture such rules in the form of templates. These templates can then be injected
with arguments (for e.g. the gender of the parent and the grandparent for the aforementioned
example) and reused to define other rules without having to write similar rules multiple times.

2.3. Generation of Regulation Documents from the Ontology

Figure 10- An example of graphical ontology mapping tools in TopBraid-SPIN (Knublauch et al. 2011).

In the latest edition of TopBraid, graphical ontology mapping can be carried out between two
ontologies. The source and target ontologies can be imported into the ‘Imports View’ in order to
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import them into the mapping ontology (Knublauch et al. 2011). The ‘drag and drop’ feature can be
used to add classes to the diagram (Fig. 10). This tool also requires the user to fill out a ‘Mapping
Context’ for every class, this is used subsequently to determine how the instances belonging to the
target ontology shall be selected from the source ontology.
Could this approach be used to reverse-engineer the ontological model of a regulation? The use of
such mapping tools allows property transformations to take place. Although, this tool has not been
used in any ontological models covered in this project – it may be useful in transforming labels,
subClassOf, xsd:string properties into a more human-readable format. This would essentially convey
the concept of the regulation. At this stage, based on a knowledge regarding the capabilities of the
tool and without the advantage of having used it, only a possibility is suggested. Therefore, it is
highly advised to investigate the scope of this tool in generating regulation documents from their
pre-built models.

3. Discussion & Concluding Remarks
This paper has proposed a unique methodology regarding the modelling of building regulations in
an ontological format for automatic compliance checking. The ontological engineering work carried
out as part of this project suggests that SPIN is the appropriate language in which the conceptual
model of the regulations should be built. This is mostly due to the fact that SPIN offers much more
flexibility in how the user can define a concept, as well as apply rules and/or constraints to subclasses
and individuals.
It should be noted that ontologies concerning simple regulations were tested thoroughly. The trials
allowed for modification of the SPIN rules so that all the possible scenarios that would warrant a
pass could be encapsulated. The Pol01 ontology did not undergo detailed testing due to the time
constraints attached with the project. However, the initial trials and revision of the SPIN rules
(control of execution order etc.) suggest that the ontology should be an accurate representation of
the original regulation document.
Moreover, it is advised that complex regulations should work and function in a ‘probability tree’
format rather than the original document. This is suggested as, unless specified, the rule execution
in SPIN takes place at random. Due to the nature of complex regulations, an execution order will
need to be specified as an appreciable amount of properties will need to be checked by the inferencing
engine in a structured format – this will essentially result in a ‘probability tree’ structure of the
ontology.
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4. Suggestions for Future Work
•

It is recommended that complex regulations, perhaps starting with Pol01, should be modelled in
SPIN based on the RASE protocol.

•

SPIN rules should be attached to the RASE classes. The existing rules for Pol01 from the
ontology would suffice. Although, the concept of identity individuals would need to be
incorporated into the rules. This can be straightforwardly done by creating individuals with
identification numbers as their labels. An addition to the ‘CONSTRUCT’ clause regarding the
inferencing of this individual as part of the internal ‘Pass’ subclass could then be added (Fig. 11).
𝑷𝒐𝒍𝟐. 𝟏. 𝟑

Example
individual

𝒓𝒅𝒇𝒔: 𝒔𝒖𝒃𝑪𝒍𝒂𝒔𝒔𝑶𝒇 𝑷𝒐𝒍𝟎𝟏: 𝑰𝒏𝒕𝒆𝒓𝒏𝒂𝒍𝑷𝒂𝒔𝒔.

Property to be
inferred

Example
subclass.

Figure 11- Example code that could be added to the 'CONSTRUCT' clause of a SPIN rule.

•

Thorough testing of these rules is recommended. Due to the tremendously rich nature of such
regulations, detailed trials may take some time.

•

Subsequently, the ontologies should be linked with an external data source (possibly ifcOWL
databases) so that the proposed technique regarding automated compliance checking can be
implemented in industry.

•

Likewise, it is advised to explore the use of TopBraid’s graphical ontology mapping tools with
regards to reverse-engineering the abovementioned.
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